Pinning Down OPrivacyO in Statistical Databa$E¥NJATE

Adam Smith

Pennsylvania State University

A

Il YES.S 2008=

Statistical Databases

Individuals Sewner/agency Users
ix\) : Government,
X9 (w) reseachers,
i . > A businesses
. ansvers .
- > (or)
y ) Malicious
i local random adwersary )
coins
Large collections of personal information
¥ census data _
¥ medical/public health data Recently:

¥ social networks

¥ recommendation systems

¥ trace data: search records, etc
¥ Intrusion-detection systems

Rigorous Foundations

¥ larger data sets
¥ more types of data

ConRicting GoalsUtility: Users can extract OglobalO propertie

¥ How can we dePne these precisely?

¥ Variations on model studied In
| Statistics (Ostatistical disclosure controlO)

PrivacyIndividual information stays hidden

| Data mining (Oprivacy-preserving data miningO *)

¥ No coherent theory and many failures
¥ This project: rigorous foundations - -

¥ new attacks (OcryptanalysisO for privacy)

¥ precise depbnitions
¥ provably private algorithms

_ _ _ _| An example of how
reasoning about
information privacy is possibl

Challenge: External Information
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¥ Users have external information sources

I CanOt assume we know the sources

¥ Anonymization schemes regularly brokemy.

I AOL Search Data [NewYorkTimes]
I NetRix via IMDB [NSOO08]
I OComposition attacksO [GKSOO08]

New attacks: OCompositionO Attagkssos)

¥ Exampletwo hospitals serve overlapping populations
| What if theyindependentlyelease OanonymizedO statistics?
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¥ Composition attackCombine independent releases
| Litmus test for proposed schemes \
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With popular technique
(k-anonymity, k=30)

for each database,

can learn OsensitiveO variable for
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I popular anonymization schemes
leak lots of information
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| Example: Ok-anonymityO [Sweeneyi:
| IPUMS census data set. i
70,000 people, =
randomly split into 2 groups I

with overlap 5,000. |

New depPnition: Differential Privagymns 606]

¥ Think of data x as Pxed, server A as randomized algorithim

¥ Requirement:
| Changes to one personOs daba noticeable by users

‘Debnition - Inputs xxCare neighborsf they differ by one point '
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Neighboring databases
Induceclose distributions
on outputs

DebPnition : A is! -differentially privatef,
for all neighbos x,xQ
for all subsets S of outputs

Pr(A(X)! )" € aPr(A(X)! S)

¥ Some Consequences:

I No matter what attacker knows ahead of time, she learns the
same thing about mehether or not my data is present

I Composition: Running twd -diffe.p. algorithms is! 2diffe.p.
I OPrivacyO is a specibc type of robustness

I 'What computational tasks can we perform privately/robustlT?

New algorithms

¥ Techniques ¥ Applications

I Output perturbation 3 !
[BDMNOO5,DMNSO06,NRSO07,...]

I Synthetic data generation
[BLROOS]

I Sampling weight towards
accurate answers
[IMTO7,KLNRSOO08]

Classical statistics

I PAC learning

| Regression problems
I Auction design

Example: Output perturbatiomnvnsdos NRsO07,50p
¥ Idea: rather than OanonymizingO raw  |ngividuals ~ Server/agency

data, release analysis results xi\l), Qe mi)
¥ May be non-interactive x . M A |t cnosg User

¥ May be repeated many times (composition)&

¥ Intuition: f(x) can be released accurately whiers insensitive
! ! to individual entriex1, x2, ..., Xy,

1 (x) " f(x!)!lj

Mmax
neighbors x,x !

¥ Global Sensitivity [GS =

[ Theorem: If A(X) = f(X) + Lap- ﬁ , then A is !-di! erentiallyprivate)
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Theorem: For any well-behaved T ey,
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I A(X) converges max. likelihood estimatjr
.

Work In progress

¥ Lower bounds via reconstruction attacks

I Imply impossibility of accurate information release
¥ Private analysis of social networks

I Requires novel robust algorithms for graph statistics
¥ Complex statistical analyses & machine learning

I Logistic and linear regression, OM-estimatorsO, ...
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